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#1 
What is AI doing for / to students?
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Abstract

How much have students’ ordinary learning processes shifted in response to generative
AI, and how does that affect their durable learning outcomes? Self-report surveys show
little change, while small-scale behavioral studies report widespread AI use without the
scale or duration to measure learning consequences. We address both questions using
a ten-year panel of 3.2 million ALEKS learning interactions for investigating time-on-
task, complemented by 12.2 million ALEKS PPL placement-assessment response times
for examining proctoring and learning outcomes, with a quasi-experimental design
exploiting variation in tasks that are more susceptible to AI (text-based word problems)
and less susceptible to AI (interactive graph-based problems). Learning time on AI-
susceptible problems declines 2.8% per quarter among college students after ChatGPT’s
release, cumulating to 26.9% over eleven quarters; high-schoolers show 31.3%, middle-
schoolers 9.0%, and Grade 5 students no detectable change. Among college students, the
post-ChatGPT divergence vanishes entirely under proctoring, ruling out broad efficiency
gains as the likely explanation. Logistic fixed-effects models on randomly assigned
proctored retention items yield a 25% cumulative decline in odds of correct response;
the same estimator on non-proctored assessment produces a large opposite-signed
increase — inconsistent with any platform, cohort, or curriculum explanation. These
results are among the first large-scale behavioral and outcome evidence that generative
AI has altered how students study and the knowledge they build — the population-
level indicator of cognitive surrender, with direct implications for educational research,
assessment governance, and AI policy.

Significance Statement

Whether generative AI has changed how students study and what they learn has been hard to
answer: surveys show little change, and small experiments cannot detect longitudinal shifts. Using
3.2 million mathematics learning interactions over a decade, we document a large post-ChatGPT
decline in time spent on AI-susceptible problems which is absent under proctoring. The shift carries
a durable learning cost: on randomly assigned proctored retention items, odds of correct response
fall by 25%, while the same estimator on non-proctored assessment yields a large opposite-signed
increase — a reversal that is unlikely for non-AI mechanism to produce.

→Equal contribution; co-first authors. Corresponding author: srismanc@uci.edu.
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Assignment [to Khanmigo] raises math 
achievement by 1.3 national percentile 
ranks per term, or about 0.06 to 0.08 
standard deviations over a school year.
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AI tutoring platforms offer a promising path to scaling personalized instruction, but only if students use them. 
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Despite dedicated session time, nearly 
half of students in the control group 
never used the platform, and those 
who did averaged only 2-5 minutes per 
week.
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#2 
Why aren’t chatbot tutors working?



Every child will have an AI tutor that is 
infinitely patient, infinitely 
compassionate, infinitely 
knowledgeable, infinitely helpful.

Andreessen, 2023



We’re at the cusp of using AI for 
probably the biggest positive 
transformation that education has ever 
seen.

Khan, 2023



“For a lot of students, it was a non-
event. They just didn’t use it much.”

Barnum, 2026
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Waterfall

1. 

What is an important difference 
between human and chatbot 
tutors?
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Message-level records show no 
detectable change around this switch …
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[Warm demander teachers] expect a 
great deal of their students, 
convince them of their own 
brilliance, and help them to reach 
their potential in a disciplined and 
structured environment. 
LISA DELPIT
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#3 
What is AI doing for / to teachers?
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Generative AI Can Harm Teaching 

 
Alp Sungu, Benjamin Lira, Angela L. Duckworth 

Operations, Information and Decisions, University of Pennsylvania 

 

June 25, 2026 

  

 

Teachers are rapidly adopting generative AI, yet there is little causal evidence 
on whether AI-assisted teaching improves or harms student outcomes. We 
conducted a randomized field experiment across a chain of middle and high 
schools in Turkey, assigning teachers to receive a generative AI teaching 
support tool or business-as-usual control. The majority of teachers used AI for 
lecture material, syllabus, and exercise creation. Providing teachers with AI 
reduced student intrinsic motivation by 0.11 standard deviations, with students 
rating AI-assisted courses as less enjoyable, less interesting, and less important. 
The decline was more pronounced among teachers who reported heavier AI 
use at baseline. AI did not affect average academic performance, but among 
students of lower-performing teachers, it significantly reduced both academic 
performance and students’ confidence. On average, teachers did not change 
their beliefs about whether AI helps or harms student learning, but teachers 
who had used AI more prior to the experiment became more pessimistic, 
whereas those who previously had used it less became more optimistic. One 
possibility is that the initial awe of discovering the power of AI to 
instantaneously respond to any request later gives way to an awareness of its 
unintended negative effects. These findings challenge the assumption that 
productivity-enhancing AI tools automatically benefit instruction and highlight 
a principal–agent problem in AI-assisted education. 
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Providing teachers with AI reduced 
student intrinsic motivation by 0.11 
standard deviations, with students 
rating AI-assisted courses as less 
enjoyable, less interesting, and less 
important.
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#4 
How do we inoculate ourselves?





! 

Waterfall

1. 

How have they misunderstood 
math, teaching, or both?



#3 
What is AI doing for / to teachers?

















#5 
How do we restore our relationship 
with students, math, and teaching?



@iamjasongibson



@carterpcs



New Grading Policy

↳ Homework: 80%. Exams: 20%.
↳ Homework: complete / incomplete.
↳ All AI use allowed on homework.
↳ Tell me where you want feedback.
↳ Including on your prompts.



Generative Questions

1. What is AI doing for / to students?
2. Why aren’t chatbot tutors working?
3. What is AI doing for / to teachers?
4. How do we inoculate ourselves?
5. How do we restore our relationship with 

students, math, and teaching?
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